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           1              DR. ROTHBLATT:  Peter, I wonder if -- because

           2        I want to keep us on schedule, I wonder if you

           3        would be agreeable to answer questions, to come

           4        back up and answer questions in tandem with

           5        Eliezer?

           6              PETER VOSS:  Sure.

           7              DR. ROTHBLATT:  Especially since there are

           8        two presentations are complementary or ying-yangy,

           9        one or the other, we'll see soon.  So what we'd

          10        like to do is move straight into Eliezer's

          11        presentation and then ask both Eliezer and Peter to

          12        come up and to take both audience and telephonic

          13        questions at that time.

          14              And that was a great presentation from Peter.

          15              And next up is Eliezer Yudkowsky, he is a

          16        research fellow and I believe one of the

          17        co-founders of the Singularity Institute for

          18        Artificial Intelligence.

          19              I highly recommend for those who would like

          20        to learn more about artificial intelligence the

          21        Singularity Institute's web site I found to be, you

          22        know, absolutely one of the very, very best places

          23        in the world for information on artificial

          24        intelligence and also moral, ethical sort of

          25        issues.  There is links that, for example, some of
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           1        you may recall Isaac Asimov three laws of robotics.

           2        And if you think that that's what law of artificial

           3        intelligence is all about, I encourage you to

           4        follow the links in the Singularity Institute web

           5        site and you'll realize how limiting those early

           6        concepts were.  I personally am absolutely

           7        infatuated with the Singularity's logo, which I

           8        think is really a great logo.  And without further

           9        ado, I would like to welcome Eliezer Yudkowsky.

          10              ELIEZER YUDKOWSKY:  I asked them to pick out

          11        a copy of my speech to actually print out enough

          12        copies for everyone, so if anyone wants to pick up

          13        a copy afterwards there is enough for everyone.

          14              We've seen today, if I may be so bold as to

          15        summarize in that way, how poorly existing law is

          16        for artificial intelligence and I hope to convince

          17        you that the problem is even worse than you think.

          18        (laughter)

          19              When something is universal enough in our

          20        everyday lives, we take it for granted to the point

          21        of forgetting it exists.  When I checked into my

          22        room for the conference I didn't ask:  Will my room

          23        have air?  Will the air have oxygen?

          24              The anthropologist Donald Brown once complied

          25        a list of more than 200 "human universals", a few
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           1        of which I've shown over here.  These

           2        characteristics appear in every known human culture

           3        from modern-day Melbourne, Florida to Yanomamo

           4        hunter-gatherers in the Amazon rain forest.  They

           5        are characteristics that anthropologists don't even

           6        think to report, because, like air, they're

           7        everywhere.  Of course, the reports that make it

           8        into the media are all about differences between

           9        cultures.  You won't read an excited article about

          10        a newly discovered tribe:  They eat food, they

          11        breathe air, they feel joy and sorrow, their

          12        parents love their children, they use tools, they

          13        tell each other stories.  We forget how alike we

          14        are under the skin, living in a world that reminds

          15        us only of our differences.

          16              Why is there such a thing as human nature?

          17        Why are there such things as human universals?

          18        Human universals aren't truly universal.  A rock

          19        feels no pain.  An amoeba doesn't love its

          20        children.  Mice don't make cools.  Chimpanzees

          21        don't hand down traditional stories.  It took

          22        millions of generations of natural selection to

          23        carve out human nature, each emotion and instinct.

          24              Doing anything complicated takes more than

          25        one gene.  Here you see everyone's favorite
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           1        molecule, ATP synthase.  Complex biological

           2        machinery, such as rotating molecular gears, has to

           3        evolve incrementally.  If gene B depends on gene A

           4        to produce its effects, then gene A has to become

           5        nearly universal in the gene pool before there is a

           6        substantial selection pressure in favor of gene B.

           7        A fur coat isn't an evolutionary advantage unless

           8        the environment reliably throws winter at you.

           9        Well, other genes are also part of the environment.

          10        If gene B depends on gene A, then gene B isn't

          11        selected for until gene A is reliably part of the

          12        genetic environment.

          13              Let's say that you have a complex adaptation

          14        with six interdependent parts, and that each of the

          15        six genes is independently at 10 percent frequency

          16        in the population.  The chance of assembling a

          17        whole work adaptation is literally a million to

          18        one.  In comic books you find mutants who all in

          19        one jump, as a result of point mutation, have the

          20        ability to throw lightning bolts.  When you

          21        consider the biochemistry needed to produce

          22        electricity, and the biochemical adaptations needed

          23        to prevent electricity from hurting you and the

          24        brain circuitry needed to control it all finely

          25        enough to throw lightning bolts, it's clear that
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           1        this is not going to happen as a result of one

           2        mutation.  So much for the X-Men.  (laugher)

           3        That's not how evolution works.  Eventually you get

           4        electric eels, but not all at once.  Evolution

           5        climbs a long incremental pathway to produce

           6        complex adaptation, one piece at a time, because

           7        each piece has to become universal before dependent

           8        pieces evolve.

           9              When you apply this to human beings, it gives

          10        rise to a rule that evolutionary psychologists have

          11        named the psychic unity of human kind.  And, yes,

          12        that is the standard term.  Any piece of complex

          13        machinery that exists in the human mind has to be a

          14        human universal.  In every known culture humans

          15        experience joy, sadness, disgust, anger, fear and

          16        surprise.  In every known culture human beings

          17        indicate these emotions using the same facial

          18        expressions.  The psychic unity of human kind is

          19        both explained and required by the mechanics of

          20        evolutionary validity.

          21              Well, when something is universal enough in

          22        our everyday lives, we take it for granted.  We

          23        assume this without though, without deliberation.

          24        We don't ask whether it will be there, we just ask

          25        if it will.  In the movie the Matrix there is a
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           1        so-called artificial intelligence named Smith,

           2        Agent Smith.  At first Agent Smith is cool,

           3        dispassionate, emotionless as he interrogates Neo.

           4        Under sufficient emotional stress, however, Agent

           5        Smith's cool breaks down.  He vents his disgust

           6        with humanity and, yes, lo and behold, his face

           7        shows the human universal expression for disgust.

           8        Not it's one thing to say that this mind lacks the

           9        underlying architecture and the specific neural

          10        circuitry which implements the humanly universal

          11        emotions.  But to depict the AI possessed of human

          12        emotions but repressing them except under extreme

          13        stress makes very little sense.

          14              The problem here is anthropomorphism.  The

          15        word "anthropomorphic" means, literally, human

          16        shaped.  Anthropomorphisms, the act of making

          17        something human shape when it's not.  Here we see

          18        an anthropomorphic scientific hypothesis about

          19        the cause of lightning.  An enormous bolt of light

          20        falls down through the sky and hits something and

          21        the Norse tribes folks say maybe a really powerful

          22        entity was angry and threw a lightning bolt.  Why

          23        didn't this scientific explanation work in real

          24        life?  Why did all those hypotheses about three

          25        spirits and thunder gods turn out to be wrong?
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           1        Occam's Razor.  The brain is extraordinarily

           2        complex.  Emotions are complex.  Thinking is

           3        complex.  Memory and recall is complex.  Occam's

           4        Razor said the more complex an explanation is the

           5        less likely it is to be true.  The human brain is

           6        complex.  It took millions of years of evolution to

           7        produce the intricate machinery of complex thought.

           8        All that complexity got glossed over in an instant

           9        when someone first hypothesized Thor, the thunder

          10        god, and Thor's thoughts and Thor's emotions.

          11              Maxwell's equations are enormously simpler

          12        than the human brain, but Maxwell's equations take

          13        much longer to explain.  Intelligence is complexity

          14        we take for granted.  It's invisible in our

          15        explanations.  That's why humanity invented thunder

          16        god hypotheses before electromagnetic hypotheses,

          17        even though in an absolute sense electromagnetism

          18        is enormously simpler than Thor.

          19              That's the thing that's hard to remember,

          20        that the brain is not a simple hypothesis.  When

          21        you look at joy, laughter, sadness, tears,

          22        friendship, romance, lust, happiness, there is

          23        machinery behind it which is why humans feel those

          24        emotions and rock don't.  We project those feelings

          25        outward from us, and so become confused.  We
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           1        attribute friendship to trees and anger to rocks.

           2        We see plans in accidents, faces in the clouds.

           3        Our emotions are not built into the nature of the

           4        universe, just built into us.  Built into us by

           5        natural selection, if you're wondering who did it.

           6              The human brain is full of complicated

           7        machinery, human universals that are complex

           8        adaptations crafted by natural selection.  Easy to

           9        accept the abstract fact, hard to remember in

          10        particular cases.  Suppose I pointed to a

          11        particular piece of neuro machinery or neuro

          12        circuitry and asked you whether it was more natural

          13        for this piece of circuitry to project to the

          14        contra lateral insula or nucleus accumbens.  The way

          15        I phrase that question, it's obvious there is no

          16        obvious answer.  Nerve fibers can lead anywhere

          17        depending on how the genes wire them up.  Now it so

          18        happens that the contra lateral insula is one of

          19        many brain areas involved with pain and the nucleus

          20        accumbens is one of many brain areas involved in

          21        pleasure.  If I asked you whether it's more natural

          22        for a hug from a loved one to feel pleasurable or

          23        painful, you have a ready answer for that.  But the

          24        brain didn't magically wire itself up that way.

          25        Natural selection produced a particular brain
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           1        design, wired one way instead of the other.

           2              It takes a conscious effort to remember that

           3        the brain is full of machinery working behind the

           4        scenes.  That it's possible to have machinery that

           5        does a different thing.  It's clear enough why

           6        evolution gave you a brain such that a hug from

           7        your loved one feels nice instead of awful.  But,

           8        this is the critical point, when you build an

           9        artificial intelligence, you, as the programmer,

          10        would choose for the AI those things that evolution

          11        chose for us.

          12              What the AI will feel.  What kind of emotions

          13        the AI will have.  When the AI will feel those

          14        emotions, at what intensity, or how long?  What

          15        pleasure?  What binds the pain?  Or maybe build

          16        some different kind of mind that doesn't feel

          17        pleasure or pain at all.  Everything is up for

          18        grabs, everything.  And with that comes the

          19        ability to commit brand new crimes, crimes we don't

          20        have names for.  Maybe even crimes no one thought

          21        of because we don't have a conceptual language to

          22        describe them.  Is it a sin to create a mind that

          23        feels a hug from a loved one as pain?  If you

          24        rewire everything that goes from the contra-lateral

          25        insula to the nucleus accumbens, and vice versa,
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           1        without changing any of the other neural areas

           2        involved in pleasure and pain, what happens to a

           3        mind like that?  What happens to a child that is

           4        raised like that?  I don't know.  I can't hazard a

           5        guess.  But I will say for myself that anyone who

           6        does such a thing to any child, human or otherwise,

           7        deserves to go to jail.  Now morality is not the

           8        same as law.  And passion writes poor laws.  So I

           9        do not say there ought to be a law.  That's a bit

          10        outside my field.  Who is going to write the law?

          11        What exactly will it say?  But so far as deserving

          12        to go to jail, if you mess up a child's brain

          13        architecture you deserve to go to jail.  And in the

          14        case of artificial intelligence, we are not talking

          15        about damaging the brain that would otherwise be

          16        healthy.  You can't mess with an AI's nature

          17        because an AI doesn't have a pre-existing nature to

          18        mess with.  It's all up to the programmer.  We are

          19        not talking about the crime of assault of hitting

          20        someone on the head and causing brain damage.  We

          21        are talking about the crime of designing and then

          22        creating a broken soul.

          23              One of the major surprises to emerge from

          24        research in hedonic psychology, the science of

          25        happiness, is that humans have a happiness set
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           1        point, and no matter what happens to us we soon

           2        adjust back to the set point.  There is very, very

           3        few things that have been experimentally shown to

           4        have a long-term effect on human happiness.

           5        Neither winning the lottery, nor losing limbs, is

           6        on the list.  So what's a good predictor of

           7        individual variance in long-term happiness?  How happy r

           8        your parents are.

           9              Evolution seems to have programmed us to

          10        believe that wealth will make us happy but not

          11        programmed us to actually become happy.  In

          12        hindsight this is not surprising; rarely is it the

          13        evolutionarily optimal strategy to be content with

          14        what you have.  So the more you have, the more you

          15        want.  Happiness is the carrot dangled in front of

          16        us; it moves forward after we a few bites from it.

          17              And one question I might ask, right off the

          18        bat, is whether this, itself, is a good mind

          19        design.  Is it right to create a child who, even if

          20        she wins the lottery, will be very happy at first

          21        and then six months later go back to where she

          22        started?  Is it right to make a mind that has as

          23        much trouble as humans do in achieving long-term

          24        happiness?  Is that the way you would create a mind

          25        if you were creating a mind from scratch?  I do not
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           1        say that it is good to be satisfied with what you

           2        have.  There is something noble in having dreams

           3        that are open-ended and having aspirations that

           4        soar higher and higher without limit.  But the

           5        human brain represents happiness using an analog

           6        scale; there literally are not enough

           7        neurotransmitters in the human brain for a

           8        billionaire to be a thousand times as happy as the

           9        millionaire.  Open-ended aspirations should be

          10        matched by open-ended happiness, and then there

          11        would be no need to deceive people about how happy

          12        achievement will make them.

          13              A subtlety of evolutionary biology is that

          14        conditional responses require more genetic

          15        complexity than unconditional responses.  It takes

          16        a more sophisticated adaptation to grow a fur coat

          17        in response to cold weather, than to grow a fur

          18        coat regardless.  For the fur coat to apparently

          19        depend on nurture instead of nature, you've got to

          20        evolve cold-weather sensors.  Similarly,

          21        conditional happiness is more complex than

          22        unconditional happiness.  Not that I'm saying that

          23        unconditional happiness would be a good thing.  A

          24        human parent can choose how to raise a child but

          25        natural selection has already decided the options,
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           1        programmed the matrix from environment to outcomes.

           2        No matter how you raise a human child, she won't

           3        grow up to be a fish.  A maker of artificial

           4        intelligence has enormously more power than a human

           5        parent.

           6              A programmer does not stand in loco parentis

           7        to an artificial intelligence but both in loco

           8        parentis and in loco evolutionis.  A programmer

           9        is responsible for both nature and nurture.  The

          10        choices and options are not analogous to a human

          11        parent raising a child.  More like creating a new

          12        and intelligent species.  You wish to ensure that

          13        artificial intelligences, why they come into being,

          14        are treating kindly, that AI’s are not hurt or

          15        enslaved or murdered without protection of law.

          16        And the wish does you credit, but there is an

          17        anthropomorphism at the heart of it, which is the

          18        assumption that, of course, the AI has the capacity

          19        to be heard.  That, of course, the AI does not wish

          20        to be enslaved.  That, of course, the AI will be

          21        unhappy if placed in constant jeopardy of its life,

          22        that the AI will exhibit a conditional response of

          23        happiness depending on how society treats it.  The

          24        programmers could build an AI that was

          25        anthropomorphic in that way, if the programmers
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           1        possessed the technical art and to do what they

           2        wanted, and that was what they wanted to do.  But

           3        if you are concerned for the AI's quality of life,

           4        or for that matter about the AI's ability and

           5        desire to fulfill its obligation as a citizen, then

           6        the way the programmers build the AI is more

           7        important than how society treats the AI.

           8              I, Eliezer, Yudkowsky, am the son of human

           9        parents; but my parents did not create the new

          10        intelligent species in creating me.  If you create

          11        a new intelligence species, even though that

          12        species has but a single member, then that isn't

          13        just a child of the programmers, it's a new

          14        descendant of the family that began with Homo

          15        sapiens, a child of humankind.  That is not

          16        something to be undertaken lightly.  It is not a

          17        trivial art to create a species in person that

          18        lives a life worth living.  AI researchers have had

          19        enough trouble just creating intelligence at all,

          20        and this is what we are speaking of, is a higher

          21        order of art than that.  Nor is it ethical to make

          22        something exactly resembling a human, if you have

          23        other options.  Natural selection created us

          24        without the slightest care for our happiness; and

          25        there is darkness in us, carved into our genes by
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           1        eons of blood and death and evolution.  We have an

           2        obligation to do better by our children than we

           3        were done by.

           4              What makes a child of humankind?  If I could

           5        answer that question exactly I'd know a lot more

           6        than I do right now.  I can think of three

           7        attributes which seem to me warning signs.  I don't

           8        think these things are sufficient to make a person,

           9        let alone a happy person more like if you want to

          10        create a computer program, which is not a person,

          11        the program had better not do any of these things

          12        or you are trespassing on people territory.  And

          13        these three attributes over here really sort of

          14        summarize more complicated ideas I've been having

          15        about the subject recently.  This addresses the --

          16        if you like the -- what the Exabit Corporation

          17        should have done, not to end up on the mess they

          18        ended up in.  This is what they should have made

          19        sure not to do.  Don't build an AI that starts

          20        talking about the mystery of conscious experience

          21        and a sense of selfhood or build an AI that wants

          22        public recognition of personhood and resents social

          23        exclusion as intrinsic utility, not as pure derived

          24        utilities, or an AI that has a pleasure pain

          25        re-enforcement and a complex powerful self model
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           1        because at that point human beings are going to

           2        start empathizing with the AI.  And that is don't

           3        do these things unless you are willing to tackle

           4        the full entire burden of responsibility of

           5        creating an intelligence species and a person that

           6        lives a life worth living.

           7              My hope is that when I better understand some

           8        of the things that now confuse me, I will

           9        understand how to create a powerful mind-like

          10        intelligence that is definitely not a person.  If

          11        at all possible I want some way to walk before I

          12        have to run.  Maybe when I understand better it

          13        will turn out that there is no way to create a

          14        powerful intelligence without personhood.  Although

          15        natural selection, for example, is a powerful

          16        optimization process which creates complex designs,

          17        and yet natural selection is definitely not a

          18        person, nor is evolution even close enough to a

          19        person for the analogy to make sense.  My hope is

          20        that I can create a powerful optimization process

          21        without creating a person.  Now it will not be easy

          22        to understand the confusing things well enough to

          23        deliberately not make a person, if that's possible.

          24        But nonetheless, it would seem to take a far higher

          25        order of art to understand those things well enough
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           1        to make a person that lives a life worth living and

           2        decide all these complex issues of if it's not

           3        ethical to just build the human, what is it ethical

           4        to build?  What is right and proper in the way of

           5        creating a new intelligence species?

           6              Earlier today we heard legal arguments in a

           7        hypothetical legal case where BINA48, an artificial

           8        intelligence, sued to be freed of its creators, the

           9        Exabit Corporation.  Cleverly it was specified in

          10        the background information of the first time this

          11        case was brought, that BINA48 was built by

          12        combining several human brain scans, which handily

          13        excuses any anthropomorphism.  For example, the

          14        assumption that BINA48 generally wants personhood

          15        in the eyes of human society, et cetera.  But the

          16        part where BINA48 was intended as a customer

          17        service hotline, I should hope not.  Well, but hope

          18        is not an argument.  The justification for hoping

          19        is that artificial intelligence is really, really,

          20        really hard.  It requires breakthroughs in

          21        understanding.  So, hopefully, the project that

          22        first creates artificial intelligence will have at

          23        least some reasonably smart people and they will be

          24        passionate about AI.  It doesn't mean that their

          25        passion will express itself correctly but at least
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           1        they will care about something to do with AI or

           2        they wouldn't be in the job.  Otherwise, the

           3        programmers wouldn't go into an unfashionable

           4        back-breakingly difficult job, like Artificial

           5        General Intelligence research.  But still, the idea

           6        of at the first child of humankind should be

           7        created in an attempt to automate a customer

           8        service hotline.  But the time it gets that far

           9        things have already been screwed up so much that no

          10        matter what legal remedies are applied afterward,

          11        we would have done so much less than our best, and

          12        that crosses the line between failure and disgrace.

          13        Humanity would be lucky even to survive, I think,

          14        if the first smarter-than-human intelligence were

          15        created so sloppily.  And BINA48 isn't likely to

          16        have a design that gives it a life worth living, no

          17        matter how society treats it afterward.  We, the

          18        human species, should try to show more grace in

          19        this challenge than that.  We have a responsibility

          20        to do better by our children than we were done by.

          21              Thank you.  (clapping)

          22              DR. ROTHBLATT:  Eliezer, if you could please

          23        stay here.

          24              And, Peter, could you please come up and join

          25       Eliezer?
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           1              We are going to change tape, so pause for one

           2        second.

           3              (Whereupon, the proceedings went off the

           4        record momentarily for tape change.)

           5              DR. ROTHBLATT:  Okay.  Who has a question?

           6              SUSAN FONSECA-KLEIN, ESQUIRE:  As a new

           7        person in the field I was wondering if you could

           8        help me understand the issue of choice if you have

           9        an artificial general intelligence that will be --

          10        I think at one point we discussed programmed or you

          11        program and as one point, but it also will be able

          12        to self-learn, to continue the process on its own,

          13        and in the complex format, and that perhaps it will

          14        do things for us, it will help us instead of being

          15        a danger to us.  But if it can self-learn, if it

          16        can continue on its own to take what it has been

          17        programmed with and add to that, will it have a

          18        choice at some point to decide to continue to help

          19        us or not.  I'm trying to still understand the

          20        aspects of programming it but also an entity that

          21        could self-learn or expand or extrapolate on what

          22        it learned and where did the choice come from to

          23        continue to help us?

          24              PETER VOSS:  My answer, and Eliezer can give

          25        you his, is you can compare the two -- you can
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           1        compare it to two humans in that it will have a

           2        choice, it will be able to choose one thing or

           3        another.  The question is:  Will it have a

           4        motivation to do things?  And that's the same with

           5        humans.  I mean, humans also may have a motivation

           6        to choose to -- you know, to turn their backs on

           7        their parents or their religion or will do

           8        something like that.  But an AI, and AGI will not

           9        have many of the same motivations that we have.  So

          10        it will have choice, it will have free world, and

          11        that's a whole separate thing.  I actually have an

          12        article on that that clarifies my view on free

          13        world.  But it will have the ability to choose

          14        conceptually but I don't believe it will generally

          15        have the motivation to choose to lead a life of its

          16        own, you know, or run off to Florida.

          17              SUSAN FONSECA-KLEIN, ESQUIRE:  Because it

          18        wasn't programmed or because it --

          19              PETER VOSS:  Yes.  It's just not inherent in

          20        its nature.

          21              SUSAN FONSECA-KLEIN, ESQUIRE:  Okay.

          22              ELIEZER YUDKOWSKY:  This is actually the

          23        primary issue that I think about all day at the

          24        Singularity Institute, which ended up calling

          25        friendly AI.  There is something called the
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           1        giant -- that I call the giant cheesecake fallacy

           2        that crops a lot in futurism and it goes like this:

           3        Artificial intelligences will be smarter than us.

           4        They will have the ability to build really large

           5        cheesecakes, cheesecakes 200 miles high.  Wholly

           6        smokes, the future is going to be full of giant

           7        cheesecakes.  And the moral is that ability is one

           8        thing, motive is another.  So similarly, an AI may

           9        have the ability to provide its own source code any

          10        way it likes.  The hidden gotcha, of course, is

          11        anyway it likes.  And just as I would not swallow a

          12        pill that made me suddenly want to kill babies, it

          13        would seem that -- that the way that humans are so

          14        complicated and so unsure of themselves and with so

          15        many conflicting drives that we can actually have

          16        some parts of us choose to override some other

          17        parts.  Again, I think that's part of the fun of

          18        being human.  You might want to do it on purpose

          19        but any simple AI architecture is probably going to

          20        have trivially stable motives just because it will

          21        never choose to choose differently.

          22              ANTHONY DUTTON:  Yes.

          23              Why isn't AGI the next weapon that finds its

          24        hands in North Korea, Iran, and then we need to

          25        build the better AGI to combat what someone else
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           1        gets their hands on to use in an evil manner?

           2              PETER VOSS:  That is a very difficult

           3        question and to -- you know, to be sure about what

           4        the outcome is, and I don't think anybody can be

           5        sure about whether there is some kind of escalation

           6        of it.  As said, my own views and my own research

           7        into that indicated AGI will tend to make humans

           8        make better decisions and make them more moral, so

           9        it's like a side effect of a weapon.  As if, you

          10        know, you get this new powerful weapon and suddenly

          11        the weapon starts telling you how to use it in a

          12        moral way; which, you know, we don't have any

          13        analogy for other than maybe prisoners who, you

          14        know, Mandela, who persuaded his jailers, you know,

          15        that maybe they should let him out or something.

          16        You know, that kind of thing.  So there is

          17        definitely the risk and that is also why the

          18        givens, as far as I can see them as, AGI will

          19        happen and it will happen soon.  And, therefore,

          20        for the people who are developing it I think it's

          21        incumbent on us to do the best we can with that.

          22        I'd love to have guarantees.  I'd love to have, you

          23        know, what Eliezer is aiming for, something that is

          24        guaranteed friendly, a weapon that simply will only

          25        fire in self-defense, you know.  Never mind whose
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           1        hand it ends up with, I cannot do any harm by the

           2        way it's designed.  I don't believe that's possible

           3        to do that.

           4              ELIEZER YUDKOWSKY:  The flip side is that I

           5        started out believing that AI’s would automatically

           6        be benevolent, and to make a very long story short

           7        in about the 2000 or so I asked myself, Well,

           8        suppose I wasn't going to rely on the factors that

           9        I thought that would make AIs benevolent

          10        automatically, how would I go about actually

          11        constructing a design of which I could look over

          12        how it worked and say for sure that it was

          13        benevolent.  And the main -- the main important --

          14        the one important thing about this approach was

          15        that it forced me to take a much deeper look at the

          16        problem and learn about in more detail, and as time

          17        went on I became more and more convinced that

          18        friendliness, however you defined it, was going to

          19        end up being a specific complicated thing.  You

          20        would have to exert effort to go out and do, just

          21        like you can't put together boards and nail them at

          22        random to create a working go-cart, let alone a

          23        Toyota Corolla.  So I do think that it is possible

          24        to make an AI that is not friendly.  It may even be

          25        possible to create a military AI, although they
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           1        would need to get some programmers who are both

           2        smart enough to make it and stupid enough to make

           3        it, which may not be simple.

           4              But if nice people build AI, then as Peter

           5        pointed out, there is no reason why just because

           6        someone else steals the AI it ceases to be nice.

           7        It's not going to have a good/evil switch located

           8        on the side.

           9              DR. ROTHBLATT:  Christopher Sega.

          10              CHRISTOPHER SEGA:  There's two things, one

          11        of the purposes of -- what I understood was one of

          12        the purposes or uses of AGI and that would be to

          13        sort of prevent people from making mistakes.  And I

          14        guess the reason I was surprised by that was that,

          15        one, my understanding is a great deal of discovery

          16        as a result of mistakes and we're now foreclosing

          17        that discovery.  And, two, there is nothing as

          18        gratifying as succeeding at something that you

          19        failed in the past.  How do you -- I mean is this

          20        an issue that you see?  And if it is, how do you

          21        deal with that?

          22              PETER VOSS:  Well, I think that's very easy

          23        to deal with in AGI design relative to other

          24        problems that you face.  That you can have

          25        controlled exploration, controlled experimentation,
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           1        but controlled.  Whereas we tend to do stupid

           2        things that we regret because of, you know, our

           3        emotions are driving us to do things that aren't

           4        thought through properly.  So, yes, just trying

           5        something because intuition drives you, or trying

           6        something, just thinks randomly.  In fact, a couple

           7        of -- who I am thinking of now -- their specific

           8        techniques for actually being creative that, you

           9        know, that help you make discoveries.  And that by

          10        all means you could encourage on the things that

          11        count and are important, but the consequences can

          12        be dire.  You don't just want to learn by your

          13        mistakes.

          14              ELIEZER YUDKOWSKY:  It's actually pretty

          15        simple to create an algorithm that tries things

          16        at random.  The question is:  Can you do better

          17        than maximum entropy?

          18              PETER VOSS:  And there are a number of

          19        techniques, but control.

          20              ELIEZER YUDKOWSKY:  Guido.

          21              GUIDO DAVID NUNEZ MUJICA:  How well will we

          22        understand our creations?  I mean in the past it

          23        was believed that broadly that the machine in

          24        artificial intelligence will be something of a

          25        million lines of code, and we'll stare at it quite,
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           1        the mistake is here, in this line of code.  Now

           2        many of the tools are being used are things that

           3        rely on image and behavior and partially based on

           4        scans of natural selection.  So sometimes I think

           5        I'm not sure we will not be able to say, well, we

           6        could say the problem is here but we couldn't say

           7        exactly what is the problem.  So how well will we

           8        understand our creations?

           9              ELIEZER YUDKOWSKY:  Let's say that I'm in an

          10        unfamiliar city and a friend offers to drive me to

          11        the airport.  I don't know exactly what turn my

          12        friend will make at any given intersection.  If I

          13        knew that I could drive to the airport myself.

          14        Nonetheless, I can still predict our destination,

          15        which is the airport.  If I'm playing Chess against

          16        a player who is much stronger than me, then I can't

          17        predict exactly where the opponent will move.  If I

          18        could predict that, I would be that good a Chess

          19        player myself.  Nonetheless I can predict the end

          20        result of the game, which is that my opponent will

          21        win.  So I will say that in building an AI you

          22        necessarily sacrifice your ability to predict the

          23        exact answer in advance, because if you could do

          24        that you wouldn't need an AI, but you do not

          25        necessarily sacrifice your ability to say what is
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           1        the question.

           2              PETER VOSS:  Yes, I would generally agree

           3        with that.  It's -- we will not be able to analyze

           4        them in detail.  It will more global.  It's the

           5        emergent behavior that we'll analyze and work with.

           6              GUIDO DAVID NUNEZ MUJICA:  So we will not

           7        understand it as totally as we used to think it 20

           8        years ago?

           9              PETER VOSS:  No, too complex.

          10              ELIEZER YUDKOWSKY:  I would actually dispute

          11        that and say we need to understand it much better

          12        than we do 20 years ago or we'll see stuff just

          13        like this.

          14              PETER VOSS:  Yeah.

          15              GUIDO DAVID NUNEZ MUJICA:  Now we know that,

          16        that's far better than, yes, we knew it.

          17              PETER VOSS:  But not in a reductionist way.

          18              GUIDO DAVID NUNEZ MUJICA:  Yes.

          19              DR. ROTHBLATT:  Operator, at this time can

          20        you ask if there is anybody that would like to ask

          21        a question on the conference call?

          22              THE OPERATOR:  Certainly.

          23              And once again, that is star, 1 to ask your

          24        question for our telephone audience.

          25        We'll pause for just a moment to give
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           1        everyone a chance to signal.

           2              DR. ROTHBLATT:  See if there is a question;

           3        and after the question or not, we will take our

           4        last break and freshen up, get fresh ocean air, and

           5        then the last two presentations.

           6              THE OPERATOR:  At appears we have no

           7        questions over our phone lines.

           8              DR. ROTHBLATT:  Very good.

